
1 Overview
The purpose of this  test bench is to ensure that the MAL/Joram fills  the requirements of the Octave 
application in terms of:

• Performance: the MAL/Joram shall enable Octave to reach the expected data throughput.

• Reliability: a slow consumer shall not disturb the MAL/Joram server and the other consumers.

1.1 Performance test
The performance is measured as the maximum throughput of MAL messages that can be transmitted from 
a service provider to one or several consumers communicating with the PUB/SUB Interaction Pattern.

The PUB/SUB pattern is asynchronous. Moreover the cost of a message transport and delivery is higher 
than the cost of the message production. As a consequence, without flow control, the produced messages 
would accumulate into the Joram server. In the context of the tests, it is necessary to synchronize the 
producer and the consumer in order to ensure that the message flow is consumed at the same speed as it is 
produced. In this way it is possible to measure the maximum throughput that can be transmitted between 
a producer and a consumer.

The flow control mechanism works as follows. The producer publishes sets of N messages. These sets are 
called “rounds”. The total number of rounds is fixed. The consumer notifies the producer when it has 
received a whole round: it acknowledges the delivery of the set of N messages. The producer publishes 
messages with one round in advance so the message flow should never be interrupted.

All  the  performance  tests  use  this  flow control  mechanism where  the  producer  is  regulated  by  the 
consumer.

The throughput is measured according to several parameters:

1. Architecture of the MAL/Joram middleware:

Several patterns can be used to connect the producer and the consumers with a Joram server: local 
connection, Client/Server, Peer-to-Peer. Moreover the PUB/SUB interaction is based on a broker 
that can be either private or shared.

2. MAL message transport QoS level:

Three levels of QoS are provided by MAL/Joram: Best Effort, Assured and Queued. Moreover the 
the synchronization between the producer and the Joram server can be released.

3. Application usage:

Two dimensions are studied: the published message payload size and the number of consumers.

The content of the message is statically defined. It contains an Update structure as required by the 
PUB/SUB interaction. The content of the Update is a Blob (byte array) which size varies from 0 to 
50 kb (and more for some tests). The size of the whole MAL message can be computed by adding 
a header size:

• 770 bytes in a server-to-server communication

• 218 bytes in a Client/Server communication

The objectives of the performance tests are:

• Measure the maximum message throughput

• Compare the performances according to the test parameters and identify the limiting factors
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• Measure the maximum bandwidth (in bit/s)

The Octave application scenario is based on data streaming: the objective is to reach the maximum 
data throughput (in bit per second) that can be transferred from the provider to the consumer. The 
content of the message is not defined and the problem is to know what the optimal content is to 
reach the maximum throughput.

1.2 Reliability test: slow consumer
If a consumer slows down then the messages sent to this consumer accumulate in the MAL/Joram. The 
test checks that the Time-To-Live mechanism can prevent the message accumulation.

2 Local tests
The local  tests  aim at  studying the MAL/Joram performances  without  taking into account  the  inter-
process communication and the network bandwidth and latency.

Those tests have been launched on a single host (called “A”) which characteristics are:

• Processor: 2 Xeon 3.2 GHz, memory 2 Go, disk SCSI 10.000 RPM

• Operating system: Linux Debian (2.6)

• JVM Sun 1.6

The local architecture consists in running the producer, the consumers and MAL/Joram server in the same 
process. No network communication is involved. The MAL client layer is directly linked to the Joram 
server layer by a local transport. The figure below describes the architecture:

The tests are organized as follows:

• QoS tests: the three QoS levels Best Effort, Assured and Queued are tested. A private broker is 
used.

• Broker  tests:  the  difference  between  the  performances  with  a  private  and  a  shared  broker  is 
measured with each QoS level.

2.1 QoS Best Effort
The QoS level Best Effort means that the messages are not persistent so in case of host failure, a message 
can be lost. However the following guaranties are given:

• Ordering: messages are delivered in FIFO order
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• Once and only once delivery of the messages between Joram servers: the transactional server-to-
server communication protocol ensures that a message is delivered once and only once from a 
server to another.

As a consequence, in case of network failure a Best Effort message cannot be lost between two 
servers.

This property doesn't guaranty that a message is delivered once and only once from a server to a 
client (local or C/S).

The cost of the Best Effort QoS level has been studied against two parameters:

1. the message payload size

2. the number of consumers

2.1.1 Payload size
The  message  throughput  decreases  as  the  payload  size  increases.  However,  the  payload  bandwidth 
increases. Both trends are displayed by the following graph.

This phenomena can be explained by the rise of the Garbage Collector (GC) activity. We observe that the 
ratio between the GC activity and the total number of messages sent increases with the payload size.

2.1.2 Consumers number
The  throughput  of  messages  delivered  to  a  consumer  decreases  against  the  number  of  consumers. 
However, the cumulated throughput for all the consumers remains constant:
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2.2 QoS Assured
The QoS level Assured means that the messages are persistent so they cannot be lost in case of host 
failure.

However as the delivery is not acknowledged by the client, a message can be lost or duplicated when it is 
delivered (because of a network or a host failure).

The cost of the Assured QoS level has been studied against three parameters:

1. the message payload size

2. the number of messages per round

3. the number of consumers

2.2.1 Payload size
The message throughput decreases as the payload size increases. But the payload bandwidth increases as 
shown by the following graph:
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The performances are about ten times lower than with the Best Effort QoS level.

The following sections analyse the cost of the message persistence and assess the optimal payload size 
that reaches the maximum bandwidth.

2.2.1.1 Persistent message cost
The persistent writing of messages is performed by two activities working in parallel:

• The first one writes the messages into a log file.

• Once the  log file  is  full,  its  content  is  synchronized  by a  second activity as  follows:  all  the 
messages  that  have  not  been  deleted  meanwhile  are  transferred  in  the  persistent  storage  (file 
system). This second activity is called the “transaction log cleaning”.

It is interesting to distinguish the costs of the two activities:

1. Log writing

2. Log cleaning

The graph below shows the evolution of the ratio of the cleaning time to the total test duration.

As the payload size increases, the log file is filled more quickly so the frequency of the log cleaning 
increases making the cost of a message writing bigger.

We also observed that the log cleaning duration variations are not correlated with the message throughput 
fall. This phenomena seems to be negligible in comparison with the frequency rise.

2.2.1.2 Optimal payload bandwidth
As shown above the message throughput falls against the payload size. But this fall is not linear. For a 
given size to transfer it is better to send less messages with a bigger payload size. The following graph 
shows that the optimal bandwidth is reached when the payload size is greater than 100 kb.
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There is also a maximum payload size where the bandwidth starts to decrease. It has been assessed to 1 
Mb. So the optimal payload size is between 100 kb and 1 Mb.

2.2.2 Number of messages per round
This test makes the number of messages per round vary in order to study the effect of the flow control on 
the performance level. The size of the payload is null.

A good flow control ensures that the messages are consumed at the same speed as they are produced. 
When the number of messages per round increases, the flow control becomes looser letting messages 
accumulation in the server as the production process is faster than the transmission process. Such an 
accumulation penalizes the performance as it increases the number of stored messages: the cleaning stage 
becomes more costly and the cost of a message writing goes up.

In the previous tests (section 2.2.1), 100 messages are produced per round.

The  following  graph  shows  the  evolution  of  the  throughput  and  the  stored  messages  number  (as  a 
percentage of the total number sent during the test) against the number of messages per round. It shows 
that the performance fall is correlated with the rise of the stored messages number.
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It is likely that the rise of the payload size makes the throughput decrease for lower value of messages per 
round.

2.2.3 Number of consumers
The  throughput  of  messages  delivered  to  a  consumer  decreases  against  the  number  of  consumers. 
However, with the QoS level Assured, the cumulated throughput for all the consumers remains constant 
as shown by the graph below.

2.3 QoS Queued
The QoS level Queued means that the messages are persistent and their delivery is acknowledged by the 
client. In this way, an “at least once” delivery is guaranteed. Moreover the Queued level enables a client 
not to lose its subscription context if it is stopped. After having restarted, the client receives the messages 
that have been delivered meanwhile.

The cost of the Best Effort QoS level has been studied against two parameters:

1. the message payload size

2. the number of consumers

2.3.1 Payload size
Compared to the results in Assured level, the performances are lowered by a factor two.

The Queued level is more costly than the Assured level because messages are stored twice, once when the 
message sending is committed and a second time when the message is delivered to the consumer so it can 
be delivered again in case of failure. The message is deleted when the consumer's acknowledgement is 
received.

The second storage operation should be avoided as the message is already stored. This issue will be fixed 
in a next version of the MAL/Joram.
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2.3.2 Number of consumers
The  throughput  of  messages  delivered  to  a  consumer  decreases  against  the  number  of  consumers. 
Moreover a slight decrease of the cumulated throughput can be noticed when the number of consumers 
grows up:

This fall could be explained by the rise of the number of stored messages in the same way as described in 
section 2.2.2 about the number of messages per round. As the number of consumers increases the number 
of stored messages would also increase making the log cleaning activity more costly.

It is likely that this fall should also be observed in QoS Assured with a larger payload size1.

2.4 Broker
The figure below represents two configurations of the local architecture. On the left, the producer uses a 
private broker. On the right a shared broker is used.

The difference between a private and a shared broker is at the producer side. The transport layer is called 
as many times as consumers with the private broker whereas it is only called only once with the shared 
broker.

1 However it is important to notice that the tests did not tune Joram for the transport of large messages.
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The  results  show that  the  private  broker  is  more  efficient  than  a  shared  one  if  a  small  number  of 
consumers has subscribed to it. However if the number of consumers exceeds a particular threshold then 
the shared broker becomes more efficient because it doesn't use the whole MAL/Joram stack (i.e. the 
three layers: client, transport and server) to send the Notify messages. This is done internally in the Joram 
server. Moreover one transaction is enough to commit the messages sending whereas with the private 
broker, it is necessary to commit as many transactions as there are messages.

The consumers number threshold has been assessed to:

• 5 consumers with the QoS level Best Effort

• 3 consumers with the QoS levels Assured and Queued.

The graph below shows the results obtained with the Assured level.

2.5 Conclusion
Depending on the QoS two limiting factors have been identified:

• the CPU when the QoS level Best Effort is used,

• the disk writing when the QoS levels Assured or Queued are used.

2.5.1 CPU
The CPU is the limiting factor of the MAL/Joram when the QoS level Best effort is used.

The most costly treatment that has been identified is the Java Garbage Collector (GC). The GC execution 
lasts about one third to half of the whole test duration.

Some other treatments have been found to be costly with the Octave application but are not significant in 
the MAL/Joram tests:

• Message encoding

The message encoding has not been identified as a costly operation because it is very simplified in 
the tests: the message content is reduced to a simple binary array.

• Matching between the subscription requests and the entity keys done by the MAL broker.

Only one subscription is defined so the time passed to check the subscriptions doesn't appear to be 

9

0 2 4 6 8 10 12 14
0

500

1000

1500

2000

2500

3000

Throughput (Local, Assured) Private broker
shared broker

Consumers number

Th
ro

ug
hp

ut
 (m

sg
/s

)



limiting.

2.5.2 Disk writing
Disk writing is the limiting factor of the MAL/Joram when the QoS levels Assured and Queued are used. 
Compared to the results with the Best Effort QoS level, the performances are about:

• ten times lower with the Assured level

• twenty times lower with the Queued level

3 Distributed tests without network
The distributed tests without network aim at studying the MAL/Joram performances when inter-process 
communication is used. There are two types of communication:

1. The Client/Server (C/S) communication between a MAL client and a Joram server.

2. The server-to-server communication between two Joram servers. This communication is used by 
the Peer-to-Peer architecture where each MAL client (producer or consumer) embeds its own co-
located Joram server.

The same host as for the local tests is used. The network resource is not involved as the objective is to 
measure the effects of the inter-process communication primitives. The network effect will be studied in 
the next section (4).

In order to focus on the inter-process communication effects, we choose the QoS level that is the less 
costly for the MAL/Joram: Best Effort. Moreover the type of broker is not studied in those tests so the 
simplest to analyse is chosen: the private broker.

3.1 Client/Server
The Client/Server architecture consists in running a unique server the clients (producer and consumers) 
can connect to. The connection underlying protocol is TCP/IP. The producer is co-located with the server 
and the consumers are connected through the C/S link. This architecture is launched in a unique process.

The figure below represents this C/S architecture:

The cost of the C/S architecture has been studied against two parameters:

1. the message payload size

2. the number of consumers
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A test involving a slow consumer is also done in order to check the TTL mechanism.

3.1.1 Payload size
Compared to the results in local Best Effort, the performances are lowered by a factor between two and 
three:

3.1.2 Number of consumers
The  throughput  of  messages  delivered  to  a  consumer  decreases  against  the  number  of  consumers. 
However,  with  the  QoS  level  Best  Effort,  the  cumulated  throughput  for  all  the  consumers  remains 
constant as shown by the graph below.
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3.1.3 QoS Queued
The performance with the QoS level Queued is also evaluated in order to make a comparison with the 
local architecture: the throughput results (against the payload size and the consumers number) are almost 
the same as with the local architecture presented in section 2.3. This observation shows that the effect of 
the Queued QoS on the performances hides the effect of the inter-process communication.

3.1.4 Reliability: slow consumer
The consumer's code has been modified in order to take a long time to process the incoming messages. 
The test checks that the TTL mechanism prevents the messages from accumulating in the MAL client 
layer of the slow consumer.

3.2 Peer-to-Peer
The  Peer-to-Peer  architecture  consists  in  running  one  co-located  server  per  client  (producer  and 
consumers). The servers are connected to each other and communicate with a specific protocol defined by 
Joram: the underlying network protocol is TCP/IP. The server-to-server protocol is transactional and thus 
ensures that a message is delivered once and only once. This delivery guaranty is ensured for all the QoS 
levels, even Best Effort. However a Best Effort message can be lost in case of server failure.

The figure below represents the P2P architecture:

The cost of the P2P architecture has been studied against two parameters:

1. the message payload size

2. the number of consumers

Finally a test involving a slow consumer is done to check the TTL mechanism.

3.2.1 Payload size
The  performances  are  lower  than  with  the  C/S  architecture.  However  as  the  payload  increases  the 
difference is reduced. The payload bandwidth increases as shown by the following graph:
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The  server-to-server  transactional  protocol  seems  to  be  responsible  for  this  difference.  Two  factors 
penalize the protocol:

• The persistent storage of the message stamp (even with Best Effort)

• The acknowledgement of each message

We can notice that these factors do not depend on the message payload size, then as the size increases, the 
protocol efficiency goes better and comes closer to the C/S performances.

3.2.2 Number of consumers
The  throughput  of  messages  delivered  to  a  consumer  decreases  against  the  number  of  consumers. 
However,  with  the  QoS  level  Best  Effort,  the  cumulated  throughput  for  all  the  consumers  remains 
constant. It even seems to rise a little as shown by the graph below.
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3.2.3 Reliability: slow consumer
The  following  scenario  has  been  tested.  A producer  and  a  consumer  are  launched  within  the  P2P 
architecture. The consumer subscribes to the producer and then is stopped. The producer starts publishing 
updates to the stopped consumer. Thanks to the TTL mechanism, the messages don't accumulate in the 
MAL/Joram server used by the producer. In this way the stopped consumer does not penalize the server 
activity.

3.3 Conclusion
Two limiting factors have been identified:

1. the TCP socket i/o

2. the disk writing

3.3.1 TCP socket i/o
Using a TCP socket is a limiting factor for the two architectures C/S and P2P.

3.3.2 Disk writing
The disk writing limiting factor appears in two cases:

• The P2P architecture is used

• The Queued QoS level is used

3.3.2.1 P2P
This  limiting  factor  appears  in  the  P2P  architecture:  the  server-to-server  communication  protocol 
currently implies to persistently store the value of a message stamp, even if the message QoS level is Best 
Effort. This explains why the P2P architecture has worse performance than the C/S mode in Best Effort. 
The difference between P2P and C/S decreases with the message payload size.

3.3.2.2 Queued
The disk writing factor hides the effects of the inter-process communication: in Queued, the performances 
of the architecture C/S are the same as the local one. The persistence activity is the weakest link of the 
Queued transport, weaker than the TCP i/o activity.

4 Distributed tests with network
The distributed tests with network aim at studying how the network acts as a limiting resource of the 
MAL/Joram performances.

The tests are running on two hosts. The first one is “A” which has already been described in section 2. 
The second one is called “B”. Its characteristics are:

• Processor: Core 2 Duo 3 GHz, memory 2 Go, disk ATA 7200 RPM

• Operating system: Windows XP

• JVM Sun 1.6

The network bandwidth is 100 Mbit/s.
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In  order  to  focus  on  the  network  effects,  we  choose  the  QoS  level  that  is  the  less  costly  for  the 
MAL/Joram: Best Effort.

4.1 Client/Server
Several architectures are used depending on the test.

The cost of the C/S architecture has been studied against two parameters:

1. the message payload size

2. the number of consumers

The performance with the QoS level Queued is also evaluated in order to make a comparison with the 
local architecture.

4.1.1 Payload size
The same architecture as the one used on a single machine is used (see 3.1). The producer and the co-
located server are launched on the host “B”; the consumers are launched on the host “A”.

The bandwidth consumed by the test has been computed by adding the size of the following headers to 
the payload size:

• MAL/Joram (Client/Server): 218 bytes
• TCP: 24 bytes
• IP: 24 bytes
• Ethernet: 18 bytes

The throughput is equal to 25000 msg/s for a null payload. It is greater than the throughput measured 
locally (see 3.1.1) because  the host “B” is faster than the host “A”.

As soon as the payload is greater than 1 kb, the network bandwidth is reached and makes the throughput 
fall down compared to the test done on a single host.

Fo a payload greater than 10 kb, the TCP transport efficiency seems to decrease a little: the bandwidth 
fluctuates between 70 and 80 Mbit/s.
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4.1.2 Number of consumers
This test shows that using a shared broker can make the updates publication scalable if the limiting factor 
is the network bandwidth.

The two architectures displayed below are used in this test. The MAL/Joram server is launched on the 
consumer host in both cases. The producer publishes the updates in an asynchronous way, i.e. it doesn't 
wait for an acknowledgement of the published update before publishing the next one.

The difference between both architectures is that the first one uses a private broker whereas the second 
uses a shared broker.

The producer is launched on the host “A”. The consumers process is launched on the host “B”. The 
payload size is set to 5 kb in order to reach the network bandwidth.

The results show that the shared broker is scalable whereas the private one is not:

4.1.3 QoS Queued
This test uses the same architecture as described in 4.1.2. The QoS level Queued is used.

The synchronization coupling between the producer and the server is also tested. The same test has been 
done  twice,  once  with  a  coupled  (synchronous)  producer  and  a  second  time  with  a  decoupled 
(asynchronous) producer.
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A comparison is made with the local architecture and the QoS Queued (see 2.3):

1. The performances are decreased by half if the producer is synchronized

2. The performances are almost the same if the producer is not synchronized

It seems that the latency is a limiting factor to take into account when connecting a producer to a remote 
server  through  a  C/S  link.  After  having  sent  a  message,  the  producer  hangs  until  the  message  is 
acknowledged so the message throughput is slowed down by the network latency.

4.2 P2P
The same architecture as the one used on a single machine is used (see  3.2). The producer process is 
launched on the host “A”. The consumer processes are launched on the host “B”.

The cost of the P2P architecture has been studied against two parameters:

1. the message payload size

2. the number of consumers

4.2.1 Payload size
The throughput has been measured against the payload size. Moreover the bandwidth consumed by the 
test has been computed by adding the size of the following headers to the payload size:

• MAL/Joram (server-to-server): 770 bytes
• TCP: 24 bytes
• IP: 24 bytes
• Ethernet: 18 bytes

The message throughput is lower than on a single host. This fall can be explained by two reasons:

• The  latency  is  longer  so  it  can  penalize  the  acknowledgement  stage  of  the  server-to-server 
protocol.

• The network bandwidth is limited.

For a payload size less than 15 kb, the limiting factor is the server-to-server protocol cost.
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For a payload size greater than 15 kb, the limiting factor is the network bandwidth (100 Mbit/s).

4.2.2 Number of consumers
The throughput of messages delivered to a consumer decreases against the number of consumers.

Moreover a slight decrease of the cumulated throughput can be noticed when the number of consumers 
grows up:

4.3 Conclusion
Two characteristics of the network appear to be limiting factors:

• the bandwidth limit

• the latency

A comparison is done with the disk writing limiting factor.

Moreover the distribution doesn't show any gain due to parallelism. This is discussed below.

Finally the scalability against the consumers number can be addressed by using a shared broker.

4.3.1 Network bandwidth
The network bandwidth (100 Mbit/s) limits the throughput when the C/S or P2P architecture is used if the 
QoS level is Best Effort and the message payload size is enough to fill the bandwidth.

4.3.2 Network latency
The network latency is a limiting factor for P2P and C/S with a synchronized producer. However the 
weight of this factor decreases with the size of the transferred messages payload.
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4.3.3 Disk writing
With the QoS level Queued, the performances are the same as with the local architecture. The persistence 
activity is the weakest link of the Queued transport, even in a distributed environment.

4.3.4 Parallelism
No benefit due to parallelism has been observed. Two reasons can explain this situation:

• The CPU consumption is not a critical factor.

There is no costly data encoding to process: the payload is a simple binary array.

The consuming application doesn't perform any costly processing with the data.

The only identified CPU load comes from the Java Garbage Collector activity.

With the QoS levels Assured and Queued, the tests intensively use the disk access primitives. As a 
consequence, processes often hang waiting for the end of the disk writings. A fall of the CPU load 
is observed compared to the Best Effort tests.

• The host used for the local test already provides a high parallelism: four CPUs are available. And 
only two out of four units are intensively used.

4.3.5 Scalability
The shared broker can be deployed close to the consumers in order to benefit from a higher network 
bandwidth. In this way the PUB/SUB interaction can be scalable against the consumers number.

5 Recommendations
In a distributed environment, the recommended architecture is Client/Server with a QoS level Assured in 
order not to lose any message in case of server failure. Actually the Queued level should be used but it is 
currently not efficient enough. In the next versions it should come closer to the Assured level.

The performances can be evaluated as follows:

• The payload size should first be assessed. Then the throughput for a local Assured architecture can 
be determined for a private broker and a single consumer (see 2.2).

• With the QoS level Assured,  the C/S limiting factor does not appear as the persistence is the 
weaker link. So the performances are the same locally and remotely through the C/S link.

• With a  private  broker,  the  throughput  per  consumer  is  equal  to  the  throughput  with  a  single 
consumer divided by the number of consumers.

Finally it is important to notice that:

• A shared  broker  allows  better  performances  if  the  number  of  consumers  is  greater  than  3 
consumers. Moreover it enables to make the PUB/SUB interaction scalable against the consumers 
number.

• The optimal  binary throughput  (bit  per  second)  is  reached for  a  particular  range  of  message 
payload sizes. Those threshold values actually depend on the way Joram has been tuned.

19


	1 Overview
	1.1 Performance test
	1.2 Reliability test: slow consumer

	2 Local tests
	2.1 QoS Best Effort
	2.1.1 Payload size
	2.1.2 Consumers number

	2.2 QoS Assured
	2.2.1 Payload size
	2.2.1.1 Persistent message cost
	2.2.1.2 Optimal payload bandwidth

	2.2.2 Number of messages per round
	2.2.3 Number of consumers

	2.3 QoS Queued
	2.3.1 Payload size
	2.3.2 Number of consumers

	2.4 Broker
	2.5 Conclusion
	2.5.1 CPU
	2.5.2 Disk writing


	3 Distributed tests without network
	3.1 Client/Server
	3.1.1 Payload size
	3.1.2 Number of consumers
	3.1.3 QoS Queued
	3.1.4 Reliability: slow consumer

	3.2 Peer-to-Peer
	3.2.1 Payload size
	3.2.2 Number of consumers
	3.2.3 Reliability: slow consumer

	3.3 Conclusion
	3.3.1 TCP socket i/o
	3.3.2 Disk writing
	3.3.2.1 P2P
	3.3.2.2 Queued



	4 Distributed tests with network
	4.1 Client/Server
	4.1.1 Payload size
	4.1.2 Number of consumers
	4.1.3 QoS Queued

	4.2 P2P
	4.2.1 Payload size
	4.2.2 Number of consumers

	4.3 Conclusion
	4.3.1 Network bandwidth
	4.3.2 Network latency
	4.3.3 Disk writing
	4.3.4 Parallelism
	4.3.5 Scalability


	5 Recommendations

